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Many data exploration applications require the ability to identify the top-k results according to a scoring 
function. Processing a top-k query generally involves scoring and ranking, i.e., applying a scoring function to 
a set of candidates and ranking them in ascending or descending order to identify the top-k results. Our 
investigation focuses on a class of top-k ranking problems where top-k candidates in one dataset are scored 
using an aggregate distance function with respect to another (or the same) dataset. Example computation 
problems include evaluating the Hausdorff distance between two datasets, finding the medoid or radius within 
one dataset, and finding the closest or farthest pair between two datasets. The best existing approach to 
processing this type of workload involves (i) materializing the cross-join between two datasets; (ii) computing 
the aggregate score for each candidate; (iii) ranking the candidates according to the aggregate score to retain 
the top-k results. Since this approach needs to evaluate all pairwise distances between two datasets, it may 
incur a prohibitive cost for large datasets or when the distance function is computationally intensive. 

W l bl h t i h ti ki kl d b l i thWe propose a scalable approach to processing such cross-aggregation ranking workloads by applying the 
branch-and-bound algorithm design principle, as well as, parallel and distributed processing techniques. Our 
approach organizes the cross-join space of two datasets into regions and prioritizes result yielding regions to 
be evaluated in parallel, while pruning inadmissible candidates at the same time. The crux of our proposed 
approach lies in our novel technique to determine result yielding regions Specifically we quantify theapproach lies in our novel technique to determine result yielding regions. Specifically, we quantify the 
uncertainty in the top-k result set using the entropy. For each region, we evaluate its potential to reduce the 
entropy of the top-k result set if evaluated. Regions with the high entropy-reduction potentials are prioritized. 
Experimental results show that our proposed approach outperforms the best existing one by a factor of 5 for 
the Hausdorff distance computation workloads and by a factor of 2 for the medoid computation workloadsthe Hausdorff distance computation workloads and by a factor of 2 for the medoid computation workloads. 
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