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Abstract:
This talk will tackle some new fault tolerance issues, in the context of cloud computing and 
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high performance computing. Recent characterization based on Google trace indicates that 
the cloud tasks with different priorities exhibit different failure probability distributions. The 
existing formula (Young's formula) to compute the optimal checkpoint intervals is subject to 
the Poisson distribution of failure probability. In contrast, our new formula proposed is not 

l  i  b  f  i   f il  b bili  b  i l  i l   l  only generic because of no assumption on failure probability, but attractively simple to apply 
in practice. Using a real cluster with hundreds of virtual machines and Google trace, 
experiments show a significant performance gains with the new formula. On the other hand, 
fault tolerance is also the key technology in current High Performance Computing (HPC). 
The new problem is how to deal with the exa-scale HPC execution running with millions of 
cores in case of failures. Execution failures may occur due to multiple factors with different 
scales, from transient uncorrectable memory errors localized in processes to massive system 
outages. Multi-level checkpoint/restart is a promising model that provides an elastic g p / p g p
response to tolerate different types of failures. It stores checkpoints at different levels: e.g., 
local memory, remote memory, using a software RAID, local SSD, remote file system. How to 
optimize the checkpoint intervals for different checkpoint levels will also be presented in 
this talk. 
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